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Introduction

Active learning methods often achieve improved perforneamging fewer labels compared to passive
learning methods. A variety of practically successfuhactearning algorithms use a passive learning
algorithm as a subroutine, and the essential role of theeactimponent is to construct data sets to feed
into the passive subroutine. This general idea is appe#ding variety of reasons, as it may be able
to inherit the tried-and-true learning bias of a given passilgorithm for a particular type of learning
problem, while gaining further savings from focusing oroimhative examples. With few exceptions,
so far these reduction-based active learning algorithme baen designed largely on a case-by-case
basis, and are often based on rough heuristics such as gahkiunlabeled points by informal notions
of “confidence.” This raises the question of whether theistgeneral strategies for constructing active
learning algorithms based on passive algorithms, whiawafbr theoretical guarantees of improved
performance. In this extended abstract, we formalize thjediive, explore the failings of existing
methods, and propose a new method which provably succeadgeiry general sense.

First, let us fix a particular formal model for active leampisimilar in style to the PAC model of passive
learning. In this scenario, we have istance space’, and a se€ of classifiersh : X — {—1,+1}
known as theoncept spacélVe denote byl the VC dimension of®, and throughout this work we will
assumel < oo (such aC is called avC clas3. There is additionally an unknown distributi@non X',
known as thearget distribution and a special classifigr;” € C, known as thearget function For any

h € C, we defineer(h) = Px.p(h(X) # h*(X)), theerror rate of h.

For the learning problem, there is a sequence of unlabeketmglesX;, X, ... independent and iden-
tically distributed according t®. In this active learning framework, the learning algoritbam observe
this sequence, select any indgxand receive the value" (X;), then select another indgxand receive
the valueh* (X), etc. Each time it selects an index, we refer to that as a F'taloiest.” This process
continues sequentially until the algorithm halts, at whiiche it outputs a classifies. The algorithm
will be provided (as an argument) with a predefined valueepresenting its budget. Aacttive learning
algorithm is defined as any procedure guaranteed to halt and outpussfidawithout the number of
label requests exceeding this budget. We are interestée inudget size necessary for the algorithm to
achieve a given error rate, a quantity known aslaéitiel complexitydefined formally as follows.

Definition 1. An active learning algorithmd,, achieves dabel complexity A, (-, -, -) if, for any distri-
butionD, h* € C, ande > 0, Vn > A, (e, h*, D), if h,, = A, (n) is the algorithm’s output after at most
n label requests (under target distributidn and target functiorh*), thenE[er(h,,)] < e.

A passive algorithm A, is any method that takes as input a finite sequence of labedah@es
{(z1,y1), (z2,92), ..., (zm,ym)}, @and produces as output a classifierWe say a passive algorithm
A, achieves a label complexity, (-, -, -) if, for any target distributiorD, target functionh* € C,
ande > 0,Vn > A, (e, h*, D), if hy, = A,({(X1,h*(X1)), (X2, h"(X2)),..., (X, h*(X,))}), then
Eler(h,)] < e. Additionally, by anactive meta-algorithm A,, we simply mean a procedure such
that, for any passive algorithmd,, it is true that4,(.A,, ) is an active learning algorithm. With these
definitions, we can now formalize the objective of this work.

Definition 2. We say an active meta-algorithii, activizes a passive algorithm4,, for C if, for
any label complexity\, achieved byA,, the active learning algorithmA, (A,, -) achieves a label
complexityA,, such that, for all distributionsD and h* € C, A,(e,h*, D) = O(polylog(1/e)) =
Aq(e, h*, D) = O(polylog(1/e)), and if polylog(1/e) < A,(e, h*, D) < oo, then there exists a finite
constantc such that

Ao(ce, h*, D) = o(Ap(e, h™, D)).
A meta-algorithm4, that activizeseverypassive algorithnd,, for C is called anactivizer for C.



In words, the objective is to asymptotically strictly domaia the passive algorithm on all nontrivial tar-
get functions and distributions. To be clear about the séiogh* andD are considered fixed constants
in theo(-), and the asymptotics are considered ds). The conditions involving theolylog(1/¢) are
necessary to handle trivial scenarios, such as single-gisitiibutions gz : P(X = z) = 1).

This objective is related to some recent results in theditge; most notably, in my prior work (joint
with Maria-Florina Balcan and Jennifer Wortman) [1], weluded a result of a similar type; however,
in that work, we allowed the algorithms to depend on the tadigributionD in arbitrary ways, and
the algorithm constructed in the proof of that main resuétages this capability to such an extent that
it seems unlikely that there is any way to remove the depaselaithout fundamentally altering the
nature of the algorithm. As dependence on the distribusagenerally unrealistic, the positive results
below for this objective (which does not allow dependenc®dnepresent a significant step forward in
the pursuit of a theory of the advantages of active learnpdieable to real learning scenarios.

A Basic Activizer

At present, one of the best-understood families of actieenieg algorithms are those choosing their
label requests based on disagreement among classifiersersi@rv space; the canonical algorithm
of this type is CAL [e.g., 2, 4]. To precisely characterizersarios where disagreement-based active
learning improves over passive, we will require a bit of tiota For a finite sel of labeled examples,
andh € C, leterz(h) = 171 3, e Llh(x) # y]. ForanyV C C,z € X, andy € {~1, +1}, define
View) = {h € V : h(z) = y}. Forr > 0, defineBp v (h*,7) = {h € V : Pp(h(X) # h* (X)) < r}.
Also define theregion of disagreemenDIS(V) = {x € X : 3hy,he € V sit.hi(z) # hao(x)}.
Finally, define theboundaryof the target functiorh*, denoteddp v h* = liﬁ)l DIS(Bp,v(h*,T)).

Additionally, we adopt the convention that any set of clissV shatters{ } iff V' # {} (and otherwise,
shattering is defined as in [6], as usual). Also, for converee definet® = {{}}.

Informally, if V' is the set of classifiers consistent with all labels obseseef@r in a disagreement-based
algorithm, thenDIS(V) — 0p ch*, SO we expect improvements from disagreement-based dilgi
whenP(0p ch*) = 0; in this case, the queries become focused as the algorithgngsses. On the other
hand, wherP(dp ch*) > 0, we expect the queries will not become focused, so that disagent-based
algorithms will not provide better than constant-factopmevements over passive learning. This is the
case we must try to improve if we are to succeed in general. édery note that after a large enough
number of label requests, a random paintin DIS(V') will likely be in dp ch*. We can exploit
this fact by usingr; to split V' into two subsetsV(,,, 1) andV{,, _1). Now, if z; € Op ch*, then

inf er(h)= _inf er(h) = 0. Therefore, for almost every point¢ DIS(V(,, 11)), we can
heVia, +1) heViz, . ~1) ’

infer a label for this point (the one agreed uponily, 1)), which will agree with the target function,
and similarly for almost every point ¢ DIS(V/,,_1)) (using the label agreed upon by,, _1)). Thus,

we can focus the region for which we must request labels downitS(Vi,, 1)) N DIS(Via, —1)),
which may be significantly smaller thaR7.5(V) (the region where disagreement-based algorithms
query). Now, ifP(DIS(V(,, +1)) N DIS(V(4, —1))) — 0, the queries will become focused, and we
can improve over passive learning in this situation. On ttieiohand, if the queries do not become
focused, therDIS(V(,, 11)) N DIS(V(4, —1)) converges to a regiodp,v,, ., h* Ndp v, _,,h"
which has nonzero probability. So after a large enough nurobéabel requests, a randomy in
DIS(Viz, +1)) N DIS(V(z, —1y) will likely be in dp v, ., h* NIp v, _, k" Inthis case, we can
repeat this argument, splittirig into four sets with) infimum error rates, and we can further focus the
query region to the intersections of their regions of disagrent, etc. We can repeat this process as
needed, until we get a partition &f with a shrinking intersection of regions of disagreement.

Note that this argument can be written more concisely in sasfshattering That is, anyr € DIS(V)

is simply one such thalt” shatters{z}; a pointz € DIS(V(,, 1)) N DIS(V(;, —1)) is simply one
such thatV” shatters{zy, x}, and for anyz ¢ DIS(Vi,, +1)) N DIS(Vi;, —1)), the labely we infer
aboutz has the property that the s&t, _,) does not shattefz; }, and so on for further iterations.
Also, in order to reduce the probability of a mistake duetof dp ch* (or similarly for laterz;), we
can simply replace each single with multiple samples, and then take a majority vote over tivbe
to infer the label, and which label to infer if we do so. Getlgrave can think of this as estimating a
certain probability; for brevity, in the algorithm below ht the details of this estimator, and simply
write IP, which can be instantiated in a variety of ways using amjabeledexamples; the particulars
of P are not essential to the results (see my doctoral diss@tti] for one possible instantiation of this
estimator). The resulting algorithm, referred to as Metgefithm 1 below, is stated as follows.



Meta-Algorithm 1: Activizer(A,, n)

Input: passive algorithmi,,, label budget:

Output: classifief,

0. Request the firdtn /3| labels and let) denote thesén /3] labeled examples
1. LetV ={h e C:erg(h) =0}

2.Fork=1,2,...,d+1

AF) — P (x ;P (S € %1V shattersS U {z}|V shattersS) > 1/2)

3

4.  Letl,, denote the nexin/(6 - 2 A%)) | unlabeled examples, ant}, — {}
5. Foreach: € U,
6
7
8

IfP (S € X+ .V shattersS U {x}|V shattersS) > 1/2
Request the labelof =, and letl), «— L, U {(z,y)}
Else, lety = argmax P (S € x*~1:V{, _,) does not shatte$|V shattersS)
ye{—1,+1}
and letly, — L, U {(x,y)}
9. ReturnActiveSelect({Ap(L1), Ap(L2), ..., Ap(Lay1)}, [n/3])

Subroutine:ActiveSelect({hy, ha,...,hy},m)

0. Foreach,k € {1,2,...,N}:j <k,

1. Takethe nextm/(g)J examplese s.t. h;(x) # hi(z) (if such examples exist)

2. Letm;, andmy; respectively denote the number of mistakesindh;, make on these

3. Returnh;, wherek = arg ming, max; my;

Theorem 1. For any VC clas<C, with a suitable choice for the estimatdrs
Meta-Algorithm 1 is an activizer fot.

For the proof, see my doctoral dissertation [5]. We immedyaget the following simple corollary.

Corollary 1. For any VC clas<, there exists an active learning algorithm that achievealsel com-
plexity A, such that, for all target distribution® and target function&* € C,

Aale, 1, D) = o(1/e).

Open Problems

One natural question is how large of a gap between passivacive learning we might expect. We
know the gap can sometimes be large or small [1], but we drenstising a general characterization of
this gap, beyond Theorem 1 and the various analyses of \#efiabel complexity [e.g., 3, 4]. Meta-
Algorithm 1 has been presented in a minimalistic style; hmxeseveral of its steps can be performed
in a sequential CAL-like manner, updating the version sgdiss each query, and a detailed analysis of
such a variant of Meta-Algorithm 1 may help to quantify thégog Another interesting open problem is
to generalize these results to situations with noisy labetaodel misspecification. Some preliminary
results along these lines are presented in my dissertd]pbut many questions remain. In particular,
| conjecture that for any VC class, it is possible to activimeneempirical risk minimizatiorpassive
algorithm. Yet another great open problem is to design &etig guaranteed to preserve certain nice
properties of the passive algorithm, such as dimensiorpiigence from a margin-based learning bias,
or weak dependence on dimensionality from a sparsity-bleseding bias.
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